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Abstract

Energy consumption of today’s datacenters is a constant concern from the standpoints of monetary
and environmental costs. We model a datacenter as a queueing system, where each server can be
switched on or off, with the time to switch a server on being nonnegligible. Deriving structural properties
of the optimal policy allows us to intelligently select policies to analyse further. Using the recursive
renewal reward technique, we offer an exact analysis of these policies alongside insights, observations,
and implications for how these systems behave. In particular, we provide insight on the question of the
number of servers that should remain on at all times.

1 Introduction

Immense energy consumption of server farms and datacenters has become a fact of modern life. The United
States spends on the order of billions of dollars each year [4]. Google alone pays an annual energy bill on
the order of hundreds of millions of dollars [13]. While some may see this as an obligatory cost, the truth is
many of these servers spend a significant amount of time idle. Moreover, an idling server uses a significant
percentage of the energy it would if it were busy [2]. To conserve costs, servers often have a lower energy
state they can be switched to (off, hibernate, sleep, etc.). However, the choices of if and when to make
such a switch for a given server are far from trivial. The problem becomes even more complex when one
considers the performance and energy cost of then turning a server back on. This paper models and gives
exact solutions which provide several insights into the behaviours of these systems, as well as answering key
questions to how they should be optimally provisioned and managed.

Due to the nature of these systems, queueing models are a natural analysis tool. To the best of our
knowledge, Chen et al. [3] was the first to use queueing theory to tackle the problem of energy-aware provi-
sioning in server farms. Around the same time Sledgers et al. [15] studied the problem with varying traffic
rates where servers are allocated dynamically and presented heuristics to conserve energy while maintaining
performance. Since then, several variations on previously studied vacation models [16] have been developed,
where vacations can be viewed as the setup time for a given server. In [9] Hyytiä et al. analysed a single server
model with setup times, and then built multiserver systems via routing procedures. Gandhi at al. began to
study these systems in [6] and were able to present some interesting analytical results for the single server
case, as well as some rules of thumb for the multiserver case. They continued their research in [7] in which
they modelled a server farm as a continuous time Markov chain (CTMC) where servers begin setup if there
is a job waiting to be served, and shut down as soon as they idle. As will be seen, modelling these systems
as a two dimensional CTMC is a common and convenient way to view these systems. As such, Gandhi et al.
introduced a method to analyse these CTMCs in [5] called the recursive renewal reward (RRR) technique,
where they also introduced another policy where servers wait some portion of time idle before being switched
off. Phung-Duc [14] gives a comprehensive side by side comparison of RRR and other traditional methods
for analysing these CTMCs. Other authors have studied the same model but under different policies (when
servers turn on and off). Xu and Tian [17] study the policy where e servers are turned off when there are d
servers idle. Finally, Kuehn and Mashaly [10] wait for a threshold of jobs to accumulate in the queue before
a server starts its setup; servers turn off when they become idle.
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While the contributions of the previously mentioned works are substantial, they are often for specific
policies, and in general may not be optimal for the considered model. While determining the optimal policy
for a given model can often be intractable, this work strives to make observations and conclusions to yield
policies which we argue are near-optimal. In [12] we were able to derive the optimal policy for the single server
case under complete generality with regards to the underlying distributions and cost function. However, the
multi-server case is admittedly more challenging. When choosing a specific policy to study, knowing if it will
be a competitive policy or not can be a daunting task. Therefore, we studied the structure of the optimal
policy in [11] and derived several structural properties which greatly aid in policy selection. We leverage our
past work in this paper to intelligently select policies to analyse, as well as drawing key conclusions regarding
the optimal policy. The contributions of this work include but are not limited to,

1. the description and exact analysis of three policies, bulk setup, dual threshold, staggered threshold,

2. an extensive suite of numerical experiments run on these policies to inspect the expected energy cost
and expected response time for system configurations as well as decision variable selection,

3. an examination and discussion of the numerical results which leads to several key insights to how these
systems behave, specifically with respect to the question of the number of servers one should always
leave on.

This technical report is organized as follows. Section 2 gives a formal description of our model, as well as def-
initions for the notation and metrics that we use throughout. Section 3 begins our exact analysis by deriving
all expressions which are common across all policies. Sections 4, 5 and 6 describe and contain all analysis
of the bulk setup, dual threshold, and staggered thresholdpolicies, respectively. Section 7 demonstrates how
to use the expressions derived in Sections 4, 5 and 6 to arrive at exact expressions for the expected response
time and energy costs. In Section 8 we provide extensive numerical experiments for the three policies, as
well as insights that arise due to these results. Lastly, we conclude in Section 9.

2 Model

We analyse a system with N homogeneous servers and a central queue. Jobs arrive to the system following
a Poisson process with rate λ. Jobs are processed on a first come first served basis, and job processing
times are exponentially distributed with rate µ. Each of the N servers can be in one of four energy states,
off, setup, idle, busy. For ease of exposition we often refer to a server being busy, idle, off, or in setup as
shorthand for a server being in energy state busy, idle, off, or setup respectively. A server is busy if it is on
and processing a job. A server is idle if it is on but not processing a job. A server cannot begin processing a
job unless it is idle. A server can be switched to off from any of the other three energy states. Furthermore,
an off server can be moved to energy state setup, this is often referred to as a server being turned on. Once
in setup, the server will remain there for a time exponentially distributed with rate γ, at which time the
server will become idle. In other words, each server has setup/turn-on times expected to last 1/γ time units,
while turn-offs happen instantaneously.

Due to the assumptions on the underlying distributions for the arrival, processing, and setup times, the
system can be modelled as a CTMC. The corresponding state space of the CTMC is denoted by (i, j), where
i is the number of servers currently on (idle or busy), and j is the number of jobs currently in the system
(including those in service). For such a CTMC one can impose a policy which determines the transition rate
between these states. Firstly, for all policies described in this technical report, we separate the N servers
into one of two groups, static or dynamic. That is, N∗ of the N servers will be static (always remain on) and
N −N∗ servers will be dynamic (can be switched on or off), where 0 ≤ N∗ ≤ N .1 For our purposes, N∗ is
treated as a decision variable for any given policy. Secondly, for a policy to be fully defined it must be stated
when each of the dynamic servers begin their setup, and when each of the dynamic servers are switched off.
It is worth noting that in future sections there is often a threshold value associated with turning servers
on/off, denoted by k. This threshold value k is also viewed as a decision variable. Due to the Markovian
nature of the model, optimal choices for switching servers on/off are always made the moment the system

1In our other literature, these values may be denoted instead by C and C∗.
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enters a state. These decisions are left abstract, and their allowable range is determined by the employed
policy. For example, for a system with N = 2, it may be the case that for all states (1, j) where j > 3, the
second server will begin its setup, if it has not yet done so. Furthermore, for the same system, it may be the
case that for all states (2, j) where j < 3 the second server is immediately switched off.

2.1 Notation

Due to the structure of these CTMCs, they can be analysed using the RRR method described in [5], which
allows for the exact analysis of the expected energy consumption rate, and the expected response time of
the system. Although this method of analysis arrives at closed form expressions for metrics of interest,
it also requires a fair amount of bookkeeping, and therefore a fair amount of notation. Specifically, when
using the RRR method we need to keep track of costs incurred before the system transitions one column
left of its current position, i.e. if the system currently contains j jobs, then how much of a particular cost is
incurred before the system contains j − 1 jobs. Because we are looking at the trade off between energy and
performance, the costs we keep track of are the expected holding costs before transitioning a column left, and
the expected total energy spent before transitioning one column left. For state (i, j) we denote these values
by Hi,j and Ei,j respectively. However, to leverage the renewal reward theorem we must also keep track of
the expected amount of time before a left transition is made from state (i, j). We denote this value by Ti,j .
Furthermore, to build a recursive relationship between all of these values, one must know the probability of
being in a certain state once a left transition has been made. Therefore, we denote the probability of being
in row i′ after moving one column left of state (i, j) by Pi′(i, j).

2.2 Metrics

In order for one to compare policies there must be some associated metrics with which to make comparisons.
In this work we focus on two metrics. Firstly, to measure system performance we inspect the expected
response time, denoted by E[R]. Here the expected response time is just the expected amount of time any
given job is in the system from arrival to departure. The expected energy cost, or expected rate of energy
consumption is denoted by E[E]. The expected energy cost is essentially the sum of the expected number
of idle servers (weighted by some factor between 0 and 1) and the expected number of servers in setup. In
other words, a server in setup accumulates energy cost at rate denoted by rsetup = 1, while an idle server
accumulates it at some factor less than that denoted by ridle where 0 < ridle < 1. Although rsetup equals 1
for all of our analysis, we leave it abstract in applicable expressions for possible future extensions. While it
may seem odd that we disregard energy costs associated with processing jobs, there is good reason to do so.
For any stable system, all jobs which enter will have to be processed eventually. Therefore, the energy cost
accumulated by processing jobs is completely insensitive to what policy is chosen in steady state. Table 1
summarizes all notation presented in this section.

2.3 Policies

In this work we consider and analyse three distinct policies. While they are examined in greater detail and
formality in later sections, a brief description is also given here. Before that is done however, the reader
should note that the number of static servers, N∗, is left as a decision variable for all three policies. The
first of the three policies is bulk setup, which begins turning on all available dynamic servers at the same
time, hence its name. It starts this mass setup when there are k jobs waiting in the queue. If at any point
there are less than k jobs waiting to be served, all setup processes are terminated, i.e. all servers in setup
are instantly switched off. Furthermore, once a dynamic server has turned on, it will turn off the moment
it idles. A corresponding CTMC for a bulk setup policy with N∗ = 0 or N∗ = 1, and k = 1 can be seen in
Figure 1.

In contrast to the bulk setup policy, we also consider the dual threshold policy. Here each of the dynamic
servers will turn on if the number of jobs in the system (the number of jobs waiting to be served plus the
number of jobs being served) reaches a given threshold. For example, the first dynamic server will begin its
setup if there are at least k jobs in the system, the second dynamic server will begin its setup if there are
at least 2k jobs in the system, and so on. The turn off criteria is slightly more involved. Firstly, if the nth
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dynamic server is ever in setup while there are less than nk jobs in the system, the setup is aborted and the
server is switched off. Secondly, if the nth dynamic server is ever idle while there are less than nk jobs in
the system, the server will immediately turn off.

The last of the policies studied in this work is the staggered threshold policy which takes aspects from
the two policies described above. The nth dynamic server will begin turning on if there are at least nk
jobs waiting. Note, this can be drastically different from the criteria for turning a server on in the dual
thresholdpolicy since it bases these decisions off of the number of jobs in the system. As seen before, if
the there are less than nk jobs waiting while the nth dynamic server is in setup, the setup is aborted.
Furthermore, the turn off criteria is kept simple; that is a dynamic server will turn off the moment it idles.

Figure 1: Bulk setup CTMC with N∗ = 0 and k = 1, if N∗ would be changed from 0 to 1, the shaded row
would be merged into row 1.

3 Repeated Values

No matter which policy the system employs, due to the finite nature of the threshold values, there exists
a column j∗ such that for all columns j ≥ j∗, all of the CTMCs look and behave in the same way. That
is, once the system has enough jobs in it, the system will have all remaining servers in setup regardless of
how many servers are currently on, no matter what policy it is employing (this can be seen graphically in
Figure 1). Therefore, it makes sense to begin the analysis by looking at the repeated values for the metrics
of interest.

3.1 Repeated Row Probabilities

Due to the nature of the CTMC in the repeating portion, one can write down quadratic equations which
describe the column transition probabilities. Firstly, consider the value PN (N, j) where j is large enough to
be in the repeating portion of the chain. This is trivially known, since the system must first progress to the
left before it can progress down the rows. Therefore PN (N, j) = 1. For ease of expression, since the transition
probabilities are independent of which column the system is in once it is in the repeating portion, we suppress
the j parameter. Therefore, the previous equality can be rewritten as PN (N) = 1. The more interesting
cases arise when the system is not in row N . We naturally progress in the analysis by inspecting the terms
PN (N − 1) and PN−1(N − 1). Again it is known that when transitioning one column left the system will
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Notation Description and Notes

λ • The arrival rate to the system
• Arrivals follow a Poisson process

µ • The processing rate of a single server
• Processing times are assumed to be exponentially distributed

γ • The setup rate of a single server
• Setup times are assumed to be exponentially distributed

N • The total number of servers
• Servers are homogeneous
• The total number of static servers

N∗ • Treated as a decision variable for a given policy
• Implies there are N −N∗ dynamic servers

k • Used to denote a threshold value in a given policy
• Treated as a decision variable for a given policy
• The probability that there are i′ servers on the next time there are j − 1 jobs in the

Pi′(i, j) system, given the system is currently in state (i, j)
• Can be viewed as column and row transitions in the underlying CTMC
• The time it takes until there are j − 1 jobs in the system, given the system is currently

T (i, j) in state (i, j)
• Often viewed as the time to move one column left in the underlying CTMC
• The holding cost incurred until there are j − 1 jobs in the system, given the system is

H(i, j) currently in state (i, j)
• Often viewed as the holding cost incurred before moving one column left in the

underlying CTMC
• The energy cost incurred until there are j − 1 jobs in the system, given the system is

E(i, j) currently in state (i, j)
• Often viewed as the energy cost incurred before moving one column left in the

underlying CTMC
E[E] • The expected energy cost.

• Does not include cost incurred from processing jobs.
E[R] • The expected response time.
ridle • The ratio of the energy consumption of an idle server versus a busy server.

• Between 0 and 1.
rsetup • The ratio of the energy consumption of a server in setup versus a busy server.

• Assumed to equal 1 unless stated otherwise.

Table 1: Notation summary
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either stay in its current row, or move up some number of rows. Therefore, PN (N − 1) + PN−1(N − 1) = 1.
The explicit expressions are derived as follows:

PN−1(N − 1) =
(N − 1)µ

λ+ (N − 1)µ+ γ
+

λ

λ+ (N − 1)µ+ γ
P 2
N−1(N − 1)

⇒ 0 =
λ

λ+ (N − 1)µ+ γ
P 2
N−1(N − 1)− PN−1(N − 1) +

(N − 1)µ

λ+ (N − 1)µ+ γ

PN (N − 1) =
γ

λ+ (N − 1)µ+ γ
+

λ

λ+ (N − 1)µ+ γ
(PN (N − 1) + PN−1(N − 1)PN (N − 1))

⇒ PN (N − 1)

(
1− λ

λ+ (N − 1)µ+ γ
(1 + PN−1(N − 1))

)
=

γ

λ+ (N − 1)µ+ γ

⇒ PN (N − 1) =
γ

(N − 1)µ+ γ − λPN−1(N − 1)

Here we see that solving for PN−1(N − 1) yields a quadratic, while solving for PN (N − 1) does not. For
the general expression Pi′(i), it can be said that if i′ = i then the resulting expression is quadratic, but
otherwise is not. This is explicitly given below.

Pi(i) =
iµ

λ+ iµ+ (N − i)γ
+

λ

λ+ iµ+ (N − i)γ
P 2
i (i)

⇒ 0 =
λ

λ+ iµ+ (N − i)γ
P 2
i (i)− Pi(i) +

iµ

λ+ iµ+ (N − i)γ
(1)

From inspection one can note that the above quadratic yields real roots. Furthermore, the stability condition
of λ < Nµ implies a unique steady state distribution, which guarantees exactly one root to lie between 0
and 1. We proceed under the assumption i′ > i.

Pi′(i) =
(N − i)γ

λ+ iµ+ (N − i)γ
Pi′(i+ 1) +

λ

λ+ iµ+ (N − i)γ

i′∑
m=i

Pi′(m)Pm(i)

⇒ Pi′(i) =
(N − i)γPi′(i+ 1) + λ

∑i′−1
m=i+1 Pi′(m)Pm(i)

iµ+ (N − i)γ + λ(1− Pi(i)− Pi′(i′))
(2)

3.2 Repeated Transition Time Values

In order to apply the RRR method to derive a desired metric, an expected cycle time must always be known.
To derive an expected cycle time, the expected column transition time must firstly be known. Similar to
before, because it is assumed that the system is in a column which is in the repeating portion of the chain, we
suppress the column denotation of Ti,j . Therefore, we refer to Ti as the expected time to move one column
left, given the system is in the repeating portion of the chain and in row i. Fortunately, unlike the repeated
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probabilities, solving these values does not result in a quadratic:

Ti =
1

iµ+ (N − i)γ + λ
+

(N − i)γ
iµ+ (N − i)γ + λ

Ti+1 +
λ

iµ+ (N − i)γ + λ

(
Ti +

N∑
i′=i

Ti′Pi′(i)

)

⇒ Ti

(
iµ+ (N − i)γ − λPi(i)

iµ+ (N − i)γ + λ

)
=

1 + (N − i)γ
iµ+ (N − i)γ + λ

Ti+1 +
λ

iµ+ (N − i)γ + λ

N∑
i′=i+1

Ti′Pi′(i)

⇒ Ti =
1 + (N − i)γTi+1 + λ

∑N
i′=i+1 Ti′Pi′(i)

iµ+ (N − i)γ − λPi(i)
. (3)

While the above equation is valid for i = N , it is also noted that TN is equivalent to the busy period of an
M/M/1 queue with processing rate Nµ. That is,

TN =
1

Nµ− λ
.

3.3 Repeated Holding Cost Values

One of the metrics we wish to compute is the expected number of jobs in the system, i.e. E[N ]. To do this,
we calculate the expected holding cost incurred over a single cycle, and then divide that by the expected
cycle time. From the renewal reward theorem, this ratio is known to equal E[N ]. Like when solving for
the cycle time, we must solve the column transition values with respect to the holding cost incurred. To
solve for the transition values, the repeating portion must be solved. However, unlike repeated probability
and time values, the holding costs of states in the same row are not equal in the repeating portion, i.e. for
j ≥ (N − N∗)k + N∗, Hi,j 6= Hi,j+1. Fortunately, for j ≥ (N − N∗)k + N∗ an expression for Hi,j can be
derived which is not dependent on values from other columns, by noting that Hi,j+1 = Hi,j + Ti.

Hi,j =
j

λ+ iµ+ (N − i)γ
+

(N − i)γ
λ+ iµ+ (N − i)γ

Hi+1,j +
λ

λ+ iµ+ (N − i)γ

(
Hi,j+1 +

N∑
m=i

Hm,jPm(i)

)

⇒ Hi,j

(
iµ+ (N − i)γ − λPi(i)

λ+ iµ+ (N − i)γ

)
=

j

λ+ iµ+ (N − i)γ
+

(N − i)γ
λ+ iµ+ (N − i)γ

Hi+1,j

+
λ

λ+ iµ+ (N − i)γ

(
Ti +

N∑
m=i+1

Hm,jPm(i)

)

⇒ Hi,j =
j + (N − i)γHi+1,j + λ(Ti +

∑N
m=i+1Hm,jPm(i))

iµ+ (N − i)γ − λPi(i)
(4)

The top row also deserves a special mention here as it is always repeating for j ≥ N and can be used as a
base case when solving the non-repeating portion. For j ≥ N ,

HN,j =
j

Nµ− λ
+

λ

Nµ− λ
HN,j+1

⇒ HN,j
Nµ

Nµ− λ
=

j

Nµ− λ
+

λ

Nµ− λ
TN

⇒ HN,j =
j + λTN
Nµ

7



Now all that remains to solve for in the repeating portion are the energy consumption values.

Ei,j =
(N − i)rsetup

λ+ iµ+ (N − i)γ
+

(N − i)γ
λ+ iµ+ (N − i)γ

Ei+1,j +
λ

λ+ iµ+ (N − i)γ

(
Ei,j+1 +

N∑
m=i

Em,jPm(i)

)

⇒ Ei,j

(
iµ+ (N − i)γ − λPi(i)

λ+ iµ+ (N − i)γ

)
=

(N − i)rsetup
λ+ iµ+ (N − i)γ

+
(N − i)γ

λ+ iµ+ (N − i)γ
Ei+1,j

+
λ

λ+ iµ+ (N − i)γ

N∑
m=i+1

Em,jPm(i)

⇒ Ei,j =
(N − i)rsetup + (N − i)γEi+1,j + λ

∑N
m=i+1Em,jPm(i)

iµ+ (N − i)γ − λPi(i)
(5)

4 Bulk Setup

The first policy which we analyse is the bulk setup policy. For any policy to be fully defined one must
determine what criteria must be true for each server to turn on, and what criteria must be true for a server
to turn off. Firstly, there are N∗ static servers, which always remain on. Moreover, for the bulk setup policy
if there are N∗+ i servers currently on, then the remaining N − (N∗+ i) servers will be in setup if and only
if there are (i + 1)k or more jobs in the system. At first glance this may seem like a needlessly aggressive
policy, but for interruptible setup times and linear cost functions, turning servers on in “bulk” is a property
of the optimal policy. For a proof and further discussion of this result, the reader is directed to [11]. The
turn off criteria is kept simple. If a dynamic server ever idles, it is immediately switched off. It is worth
noting that this turn off criteria does not violate any structural properties of the optimal policy described
in [11].

4.1 Boundary Probabilities

Before transition probabilities for the non-repeating portion can be derived, it is important to note that
the boundary probabilities are known. For example, it is known that P3(4, 4) = 1, since once the system
progresses to column 3 (there are three jobs in the system), all idle servers will immediately turn off.
Therefore,

Pi(i+ 1, i+ 1) = 1.

It is assumed that all future derivations of the non-repeating transition probabilities in this section are not
boundary probabilities.

4.2 Row Probabilities

All metrics hinge on the probabilities corresponding to which row the CTMC will be in once it has transitioned
one column left of its current state. Therefore, our analysis starts there. Firstly, the row N∗ probabilities are
solved. The N∗th row can be broken into two parts, where the column j is such that all remaining servers
are off, or all remaining servers are turning on, i.e. j −N∗ < k and j −N∗ ≥ k. We start with j −N∗ < k
and j > 0.
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PN∗(N
∗, j) =

min(N∗, j)µ

λ+ min(N∗, j)µ
+

λ

λ+ min(N∗, j)µ
PN∗(N

∗, j)PN∗(N
∗, j + 1)

⇒ PN∗(N
∗, j)

(
1− λ

λ+ min(N∗, j)µ
PN∗(N

∗, j + 1)

)
=

min(N∗, j)µ

λ+ min(N∗, j)µ

⇒ PN∗(N
∗, j) =

min(N∗, j)µ

min(N∗, j)µ+ λ(1− PN∗(N∗, j + 1))

We next solve for PN∗+1(N∗, j) in order to observe a pattern and build intuition.

PN∗+1(N∗, j) =
λ

λ+ min(N∗, j)µ

(
(PN∗+1(N∗, j)PN∗(N

∗, j + 1)

+ PN∗+1(N∗ + 1, j)(PN∗+1(N∗, j + 1))

)

⇒ PN∗+1(N∗, j)

(
1− λ

λ+ min(N∗, j)µ
PN∗(N

∗, j + 1)

)
=

λ

λ+ min(N∗, j)µ
PN∗+1(N∗ + 1, j)PN∗+1(N∗, j + 1)

⇒ PN∗+1(N∗, j) =
λPN∗+1(N∗ + 1, j)PN∗+1(N∗, j + 1)

min(N∗, j)µ+ λ(1− PN∗(N∗, j + 1))

From here, an argument can be made that for any column transition, to get to row i′ when moving one
column left of state (N∗, j), the probability is the product of the probabilities of the column transition to
get to row m from state (N∗, j + 1) and the probability of the column transition of getting to row i′ from
state (m, j). This is assuming i′ 6= N∗, in which case an extra term would need to be added, equal to the
probability of a departure being the next event witnessed by the system.

Pi′(N
∗, j) =

λ

λ+ min(N∗, j)µ

i′∑
m=N∗

Pi′(m, j)Pm(N∗, j + 1)

⇒ Pi′(N
∗, j) =

λ
∑i′

m=N∗+1 Pi′(m, j)Pm(N∗, j + 1)

min(N∗, j)µ+ λ(1− PN∗(N∗, j + 1))

The portion of the N∗ row where j −N∗ ≥ k is a different story as the event of a server turning on is now
present. Proceeding as before (solving for PN∗(N

∗, j) and PN∗+1(N∗, j)) gives a slightly different pattern.

PN∗(N
∗, j) =

min(N∗, j)µ

λ+ min(N∗, j)µ+ (N −N∗)γ
+

λ

λ+ min(N∗, j)µ+ (N −N∗)γ
PN∗(N

∗, j)PN∗(N
∗, j + 1)

⇒ PN∗(N
∗, j)

(
1− λ

λ+ min(N∗, j)µ+ (N −N∗)γ
PN∗(N

∗, j + 1)

)
=

min(N∗, j)µ

λ+ min(N∗, j)µ+ (N −N∗)γ

⇒ PN∗(N
∗, j) =

min(N∗, j)µ

min(N∗, j)µ+ (N −N∗)γ + λ(1− PN∗(N∗, j + 1))
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PN∗+1(N∗, j) =
(N −N∗)γ

λ+ min(N∗, j)µ+ (N −N∗)γ
PN∗+1(N∗ + 1, j)

+
λ

λ+ min(N∗, j)µ+ (N −N∗)γ
(PN∗+1(N∗, j)PN∗(N

∗, j + 1)

+ PN∗+1(N∗ + 1, j)(PN∗+1(N∗ + 1, j + 1))

⇒ PN∗+1(N∗, j)

(
1− λ

λ+ min(N∗, j)µ+ (N −N∗)γ
PN∗(N

∗, j + 1)

)
=

(N −N∗)γ
λ+ min(N∗, j)µ+ (N −N∗)γ

PN∗+1(N∗ + 1, j)

+
λ

λ+ min(N∗, j)µ+ (N −N∗)γ
PN∗+1(N∗ + 1, j)PN∗+1(N∗ + 1, j + 1)

⇒ PN∗+1(N∗, j) =
(N −N∗)γPN∗+1(N∗ + 1, j) + λPN∗+1(N∗ + 1, j)PN∗+1(N∗, j + 1)

min(N∗, j)µ+ (N −N∗)γ + λ(1− PN∗(N∗, j + 1))

Moving to a general i′th row from this portion of the chain proceeds as before, but now with a γ term present
in the numerator.

Pi′(N
∗, j) =

(N −N∗)γ
λ+ min(N∗, j)µ+ (N −N∗)γ

Pi′(N
∗ + 1, j)

+
λ

λ+ min(N∗, j)µ+ (N −N∗)γ

i′∑
m=N∗

Pi′(m, j)Pm(N∗, j + 1)

⇒ Pi′(N
∗, j) =

(N −N∗)γPi′(N
∗ + 1, j) + λ

∑i′

m=N∗+1 Pi′(m, j)Pm(N∗, j + 1)

min(N∗, j)µ+ (N −N∗)γ + λ(1− PN∗(N∗, j + 1))

This completes all the column transition probabilities from row N∗. That is, the probabilities of being in
one of the rows N∗ through N once the system moves one column left, given it began in row N∗. However, it
remains to calculate the transition probabilities given that the system started in an arbitrary row. In other
words, it remains to derive Pi′(i, j) for all valid values of i, j, and i′. Similar to the above derivations, we
start with the simpler case of i′ = i. However, no matter which valid row is under consideration, the two
distinct parts of the non repeating portion must be considered separately. That is, the portions of the ith
row where j < (i − N∗ + 1)k + N∗ and where j ≥ (i − N∗ + 1)k + N∗. We start with the simpler case of
j < (i−N∗ + 1)k +N∗.

Pi(i, j) =
min(i, j)µ

λ+ min(i, j)µ
+

λ

λ+ min(i, j)µ
Pi(i, j)Pi(i, j + 1)

⇒ Pi(i, j) =
min(i, j)µ

min(i, j)µ+ λ(1− Pi(i, j + 1))

We proceed with the analysis under the assumption of j < (i−N∗ + 1)k +N∗, but relax the restriction of
i′ such that now i′ > i.

Pi′(i, j) =
λ

λ+ min(i, j)µ

i′∑
m=i

Pi′(m, j)Pm(i, j + 1)

⇒ Pi′(i, j) =
λ
∑i′

m=i+1 Pi′(m, j)Pm(i, j + 1)

min(i, j)µ+ λ(1− Pi(i, j + 1))
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This fully solves for all of the column transition probabilities for j < (i − N∗ + 1)k + N∗. Therefore we
proceed to the portion of the row where setups are present, i.e. j ≥ (i −N∗ + 1)k + N∗. Firstly, assuming
i′ = i,

Pi(i, j) =
min(i, j)µ

λ+ min(i, j)µ+ (N − i)γ
+

λ

λ+ min(i, j)µ+ (N − i)γ
Pi(i, j)PN∗+i(i, j + 1)

⇒ Pi(i, j) =
min(i, j)µ

min(i, j)µ+ (N − i)γ + λ(1− Pi(i, j + 1))
.

Secondly, assuming i′ > i,

Pi′(i, j) =
(N − i)γ

λ+ min(i, j)µ+ (N − i)γ
Pi′(i+ 1, j) +

λ

λ+ min(i, j)µ+ (N − i)γ

i′∑
m=i

Pi′(m, j)Pm(i, j + 1)

⇒ Pi′(i, j) =
(N − i)γPi′(i+ 1, j) + λ

∑i′

m=i+1 Pi′(m, j)Pm(i, j + 1)

min(i, j)µ+ (N − i)γ + λ(1− Pi(i, j + 1))
.

With the above solved, the probability derivations are now complete.

4.3 Transition Costs

To apply the renewal reward theorem one must look at the cost incurred over a single cycle of any system
state. The most basic (and also necessary) cost to solve for is the cycle time. One can view this as the
system incurring cost at a rate of one per unit of time. With the transition probabilities solved for, deriving
the expected amount of time to move one column left of the current state is relatively simple. As for the
non-repeating portion of each row i, we must solve the times for the two distinct parts. That is when the
column j < (i−N∗ + 1)k+N∗, and when it is past its setup threshold, or j ≥ (i−N∗ + 1)k+N∗. Firstly,
we assume the former, j < (i−N∗ + 1)k +N∗.

Ti,j =
1

λ+ min(i, j)µ
+

λ

λ+ min(i, j)µ

(
Ti,j+1 +

N∑
m=i

Tm,jPm(i, j + 1)

)

⇒ Ti,j

(
1− λPi(i, j + 1)

λ+ min(i, j)µ

)
=

1

λ+ min(i, j)µ
+

λ

λ+ min(i, j)µ

(
Ti,j+1 +

N∑
m=i+1

Tm,jPm(i, j + 1)

)

⇒ Ti,j =
1 + λ(Ti,j+1 +

∑N
m=i+1 Tm,jPm(i, j + 1))

min(i, j)µ+ λ(1− Pi(i, j + 1))

We continue with the derivation when j ≥ (i−N∗ + 1)k +N∗.

Ti,j =
1

λ+ min(i, j)µ+ (N − i)γ
+

(N − i)γ
λ+ min(i, j)µ+ (N − i)γ

Ti+1,j

+
λ

λ+ min(i, j)µ+ (N − i)γ

(
Ti,j+1 +

N∑
m=i

Tm,jPm(i, j + 1)

)

⇒ Ti,j

(
1− λ

λ+ min(i, j)µ+ (N − i)γ
Pi(i, j + 1)

)
=

1

λ+ min(i, j)µ+ (N − i)γ
+

(N − i)γ
λ+ min(i, j)µ+ (N − i)γ

Ti+1,j

11



+
λ

λ+ min(i, j)µ+ (N − i)γ

(
Ti,j+1 +

N∑
m=i+1

Tm,jPm(i, j + 1)

)

⇒ Ti,j =
1 + (N − i)γTi+1,j + λ(Ti,j+1 +

∑N
m=i+1 Tm,jPm(i, j + 1))

min(i, j)µ+ (N − i)γ + λ(1− Pi(i, j + 1))

With the expected times solved for, we can proceed with the derivation of expressions of our main metrics
or interest. As mentioned previously, these are the expected response time of the system, and the expected
rate of excess energy consumed.

Solving for the expected response time is equivalent to solving for the expected number of jobs in the
system, due to Little’s law. To solve for the expected number of jobs in the system we inspect and derive
the expected accumulated holding costs incurred while in a non-repeating state (i, j), before transitioning
to column j − 1. It is worth noting that this derivation is very similar to that of Ti,j , with the difference
being cost is incurred at a rate equal to the number in the system, or i, rather than at a rate of one. As
before, we must analyse the non-repeating portion of each row separately. Again, we begin by assuming
j < (i−N∗ + 1)k +N∗.

Hi,j =
j

λ+ min(i, j)µ
+

λ

λ+ min(i, j)µ

(
Hi,j+1 +

N∑
m=i

Hm,jPm(i, j + 1)

)

⇒ Hi,j

(
1− λPi(i, j + 1)

λ+ min(i, j)µ

)
=

j

λ+ min(i, j)µ
+

λ

λ+ min(i, j)µ

(
Hi,j+1 +

N∑
m=i+1

Hm,jPm(i, j + 1)

)

⇒ Hi,j =
j + λ(Hi,j+1 +

∑N
m=i+1Hm,jPm(i, j + 1))

min(i, j)µ+ λ(1− Pi(i, j + 1))

Now assume that there are enough jobs present to begin turning the remaining servers on, i.e. j ≥
(i−N∗ + 1)k +N∗.

Hi,j =
j

λ+ min(i, j)µ+ (N − i)γ
+

(N − i)γ
λ+ min(i, j)µ+ (N − i)γ

Hi+1,j

+
λ

λ+ min(i, j)µ+ (N − i)γ

(
Hi,j+1 +

N∑
m=i

Hm,jPm(i, j + 1)

)

⇒ Hi,j

(
1− λ

λ+ min(i, j)µ+ (N − i)γ
Pi(i, j + 1)

)
=

j

λ+ min(i, j)µ+ (N − i)γ
+

(N − i)γ
λ+ min(i, j)µ+ (N − i)γ

Hi+1,j

+
λ

λ+ min(i, j)µ+ (N − i)γ

(
Hi,j+1 +

N∑
m=i+1

Hm,jPm(i, j + 1)

)

⇒ Hi,j =
j + (N − i)γHi+1,j + λ(Hi,j+1 +

∑N
m=i+1Hm,jPm(i, j + 1))

min(i, j)µ+ (N − i)γ + λ(1− Pi(i, j + 1))

Lastly, we derive Ei,j , which denotes the expected amount of excess energy accumulated by starting in
state (i, j) before transitioning to column j − 1. As before, we firstly assume that j < (i−N∗ + 1)k +N∗.
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However, these distinct portions of the rows tell us a bit more when solving for the expected excess energy.
Firstly, if j < (i − N∗ + 1)k + N∗ then it is known that no servers are currently in setup, and therefore
no immediate consequential excess energy costs are accumulated. Furthermore, it is in the definition of the
policy that a server will turn off the moment it idles. This implies that no excess energy costs are immediately
incurred, unless the system is in row N∗, where the policy allows for servers to idle.

Ei,j =
max(i− j, 0)ridle
λ+ min(i, j)µ

+
λ

λ+ min(i, j)µ

(
Ei,j+1 +

N∑
m=i

Em,jPm(i, j + 1)

)

⇒ Ei,j

(
1− λPi(i, j + 1)

λ+ min(i, j)µ

)
=

max(i− j, 0)ridle
λ+ min(i, j)µ

+
λ

λ+ min(i, j)µ

(
Ei,j+1 +

N∑
m=i+1

Em,jPm(i, j + 1)

)

⇒ Ei,j =
max(i− j, 0)ridle + λ(Ei,j+1 +

∑N
m=i+1Em,jPm(i, j + 1))

min(i, j)µ+ λ(1− Pi(i, j + 1))

We proceed under the assumption that j ≥ (i−N∗ + 1)k +N∗.

Ei,j =
(N − i)rsetup

λ+ min(i, j)µ+ (N − i)γ
+

(N − i)γ
λ+ min(i, j)µ+ (N − i)γ

Ei+1,j

+
λ

λ+ min(i, j)µ+ (N − i)γ

(
Hi,j+1 +

N∑
m=i

Em,jPm(i, j + 1)

)

⇒ Ei,j

(
1− λ

λ+ min(i, j)µ+ (N − i)γ
Pi(i, j + 1)

)
=

(N − i)rsetup
λ+ min(i, j)µ+ (N − i)γ

+
(N − i)γ

λ+ min(i, j)µ+ (N − i)γ
Ei+1,j

+
λ

λ+ min(i, j)µ+ (N − i)γ

(
Ei,j+1 +

N∑
m=i+1

Em,jPm(i, j + 1)

)

⇒ Ei,j =
(N − i)rsetup + (N − i)γEi+1,j + λ(Ei,j+1 +

∑N
m=i+1Em,jPm(i, j + 1))

min(i, j)µ+ (N − i)γ + λ(1− Pi(i, j + 1))

4.4 Summary

Here we list all final closed form equations needed to implement the method. Firstly, the boundary values
for the transition probabilities,

(∀i > N∗ : Pi−1(i, i) = 1) and (∀j ≤ N∗ : PN∗(N
∗, j) = 1). (6)

All required expressions pertaining to the non-repeating portion of the chain where no servers are in setup,
i.e. when j < (i−N∗ + 1)k +N∗, N∗ ≤ i ≤ N , and i ≤ i′ are as follows:

Pi′(i, j) =
λ
∑i′

m=i+1 Pi′(m, j)Pm(i, j + 1)

min(i, j)µ+ λ(1− Pi(i, j + 1))
, (7)

Ti,j =
1 + λ(Ti,j+1 +

∑N
m=i+1 Tm,jPm(i, j + 1))

min(i, j)µ+ λ(1− Pi(i, j + 1))
, (8)
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Hi,j =
j + λ(Hi,j+1 +

∑N
m=i+1Hm,jPm(i, j + 1))

min(i, j)µ+ λ(1− Pi(i, j + 1))
, (9)

Ei,j =
max(i− j, 0)ridle + λ(Ei,j+1 +

∑N
m=i+1Em,jPm(i, j + 1))

min(i, j)µ+ λ(1− Pi(i, j + 1))
. (10)

Finally, we compile all required expression for the non-repeating portion of the chain where servers are in
setup, i.e. when j ≥ (i−N∗ + 1)k +N∗, N∗ ≤ i ≤ N , and i ≤ i′. They are as follows:

Pi′(i, j) =
(N − i)γPi′(i+ 1, j) + λ

∑i′

m=i+1 Pi′(m, j)Pm(i, j + 1)

min(i, j)µ+ (N − i)γ + λ(1− Pi(i, j + 1))
, (11)

Ti,j =
1 + (N − i)γTi+1,j + λ(Ti,j+1 +

∑N
m=i+1 Tm,jPm(i, j + 1))

min(i, j)µ+ (N − i)γ + λ(1− Pi(i, j + 1))
, (12)

Hi,j =
j + (N − i)γHi+1,j + λ(Hi,j+1 +

∑N
m=i+1Hm,jPm(i, j + 1))

min(i, j)µ+ (N − i)γ + λ(1− Pi(i, j + 1))
, (13)

Ei,j =
(N − i)rsetup + (N − i)γEi+1,j + λ(Ei,j+1 +

∑N
m=i+1Em,jPm(i, j + 1))

min(i, j)µ+ (N − i)γ + λ(1− Pi(i, j + 1))
. (14)

5 Dual Threshold

While the turn on portion of the policy in Section 4 is known to be optimal for linear cost functions, it is
admittedly unappealing to implement in practice, not true if switching costs are included, and furthermore,
dependent on the assumption imposed on the setup times being exponentially distributed. Therefore, we
analyse an alternate policy which behaves as follows. In state (i, j) the number of servers currently in setup
is equal to f(N∗ + i′, j, k) where N∗ + i′ = i, k is a decision variable of the policy, and

f(N∗ + i′, j, k) = max(0,min(bj/kc, (N −N∗))− i′). (15)

In other words, if a system has a default of N∗ servers always on and there are nk jobs in the system, then
there will be N∗+n servers on, or in setup. Furthermore, from the criteria to turn servers on, we also define
the criteria to turn a server off. Note that from the definition of (15), the nth server (out of the servers
which are switched on and off) will begin its setup when there are nk jobs in the system. Therefore, we
determine to turn a server off as follows. Of the N −N∗ servers which can be turned off, the nth of these
servers is turned off in state (i, j) where j < nk and j < i. That is, a server will turn off if and only if it is
idle and the number of jobs in the system is less than its turn on threshold defined by (15).

As mentioned previously in Section 3, all the derived repeated values still apply to this policy. However,
the column in which this policy starts repeating is (N −N∗)k.

5.1 Boundary Probabilities

As before we must keep track of the boundary states where a server will turn off once the system progresses
to one column left of that state. In the bulk setup policy this was easily done due to the structure of a server
turning off if and only if it is idle. However, as described in the previous section, in this policy it is possible
for a server to remain idle for a time before it turns off. Therefore, these boundaries require some special
attention. Specifically, the boundary transition probability for row i is,

Pi−1(i, j) = 1, where j = min(i, k(i−N∗)).

As before, we assume that all the following derived transition probabilities are not boundary values.
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5.2 Row Probabilities

To build up our recursions, we proceed in the same manner as we did in Section 4. As such we begin with
the row transition probabilities.

PN∗(N
∗, j) =

min(N∗, j)µ

λ+ min(N∗, j)µ+ f(N∗, j, k)γ
+

λPN∗(N
∗, j)PN∗(N

∗, j + 1)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

+
f(N∗, j, k)γ

λ+ min(N∗, j)µ+ f(N∗, j, k)γ
PN∗(N

∗ + 1, j)

⇒ PN∗(N
∗, j)

(
1− λPN∗(N

∗, j + 1)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

)
=

min(N∗, j)µ

λ+ min(N∗, j)µ+ f(N∗, j, k)γ
+

f(N∗, j, k)γ

λ+ min(N∗, j)µ+ f(N∗, j, k)γ
PN∗(N

∗ + 1, j)

⇒ PN∗(N
∗, j) =

min(N∗, j)µ+ f(N∗, j, k)γPN∗(N
∗ + 1, j)

min(N∗, j)µ+ f(N∗, j, k)γ + λ(1− PN∗(N∗, j + 1))

We continue by deriving PN∗+1(N∗, j).

PN∗+1(N∗, j) =
f(N∗, j, k)γPN∗+1(N∗ + 1, j)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

+
λ(PN∗+1(N∗, j)PN∗(N

∗, j + 1) + PN∗+1(N∗ + 1, j)PN∗+1(N∗, j + 1))

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

⇒ PN∗+1(N∗, j)

(
1− λPN∗(N

∗, j + 1)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

)
=

f(N∗, j, k)γPN∗+1(N∗ + 1, j)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

+
λPN∗+1(N∗ + 1, j)PN∗+1(N∗, j + 1)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

⇒ PN∗+1(N∗, j) =
f(N∗, j, k)γPN∗+1(N∗ + 1, j) + λPN∗(N

∗, j + 1)

min(N∗, j)µ+ f(N∗, j, k)γ + λ(1− PN∗(N∗, j + 1))

With the transition probabilities to the first two rows solved explicitly, we proceed to the general cases.
Firstly, when i′ = i,

Pi(i, j) =
min(i, j)µ

λ+ min(i, j)µ+ f(i, j, k)γ
+

f(i, j, k)γPi′(i+ 1, j)

λ+ min(i, j)µ+ f(i, j, k)γ
+

λPi′(i, j)Pi(i, j + 1)

λ+ min(i, j)µ+ f(N∗, j, k)γ
,

⇒ Pi(i, j)

(
1− λPi(i, j + 1)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

)
=

min(i, j)µ+ f(i, j, k)γPi′(i+ 1, j)

λ+ min(i, j)µ+ f(i, j, k)γ
,

⇒ Pi(i, j) =
min(i, j)µ+ f(i, j, k)γPi′(i+ 1, j)

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
.

We now proceed with the general case, where i′ 6= i,

Pi′(i, j) =
f(i, j, k)γPi′(i+ 1, j)

λ+ min(i, j)µ+ f(i, j, k)γ
+
λ
∑N

m=i Pi′(m, j)Pm(i, j + 1)

λ+ min(i, j)µ+ f(N∗, j, k)γ
,
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⇒ Pi′(i, j)

(
1− λPi(i, j + 1)

λ+ min(i, j)µ+ f(N∗, j, k)γ

)
=
f(i, j, k)γPi′(i+ 1, j) + λ

∑N
m=i+1 Pi′(m, j)Pm(i, j + 1)

λ+ min(i, j)µ+ f(i, j, k)γ
,

⇒ Pi′(i, j) =
f(i, j, k)γPi′(i+ 1, j) + λ

∑N
m=i+1 Pi′(m, j)Pm(i, j + 1)

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
.

5.3 Transition Costs

With the probabilities solved, we can proceed with the transition values for the time, holding, and energy
consumption values.

Ti,j =
1

λ+ min(i, j)µ+ f(i, j, k)γ
+

f(i, j, k)γ

λ+ min(i, j)µ+ f(i, j, k)γ
Ti+1,j

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Ti,j+1 +

N∑
m=i

Tm,jPm(i, j + 1)

)

⇒ Ti,j

(
1− λPi(i, j + 1)

λ+ min(i, j)µ+ f(i, j, k)γ

)
=

1

λ+ min(i, j)µ+ f(i, j, k)γ
+

f(i, j, k)γ

λ+ min(i, j)µ+ f(i, j, k)γ
Ti+1,j

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Ti,j+1 +

N∑
m=i+1

Tm,jPm(i, j + 1)

)

⇒ Ti,j =
1 + f(i, j, k)γTi+1,j + λ(Hi,j+1 +

∑N
m=i+1 Tm,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))

Hi,j =
i

λ+ min(i, j)µ+ f(i, j, k)γ
+

f(i, j, k)γ

λ+ min(i, j)µ+ f(i, j, k)γ
Hi+1,j

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Hi,j+1 +

N∑
m=i

Hm,jPm(i, j + 1)

)

⇒ Hi,j

(
1− λPi(i, j + 1)

λ+ min(i, j)µ+ f(i, j, k)γ

)
=

i+ f(i, j, k)γHi+1,j

λ+ min(i, j)µ+ f(i, j, k)γ

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Hi,j+1 +

N∑
m=i+1

Hm,jPm(i, j + 1)

)

⇒ Hi,j =
i+ f(i, j, k)γHi+1,j + λ(Hi,j+1 +

∑N
m=i+1Hm,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))

Ei,j =
max(0, i− j)ridle + f(i, j, k)rsetup

λ+ min(i, j)µ+ f(i, j, k)γ
+

f(i, j, k)γ

λ+ min(i, j)µ+ f(i, j, k)γ
Ei+1,j

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Ei,j+1 +

N∑
m=i

Em,jPm(i, j + 1)

)
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⇒ Ei,j

(
1− λPi(i, j + 1)

λ+ min(i, j)µ+ f(i, j, k)γ

)
=

max(0, i− j)ridle + f(i, j, k)rsetup + f(i, j, k)γEi+1,j

λ+ min(i, j)µ+ f(i, j, k)γ

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Ei,j+1 +

N∑
m=i+1

Em,jPm(i, j + 1)

)

⇒ Ei,j =
max(0, i− j)ridle + f(i, j, k)rsetup + f(i, j, k)γEi+1,j + λ(Ei,j+1 +

∑N
m=i+1Em,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))

5.4 Summary

In summary, the equations required to implement the RRR method for this policy are as follows. Firstly,
set the boundary column transitions (when a server turns off).

(∀i > N∗ : (∀j such that j = min(i, k(i−N∗)) : Pi−1(i, j) = 1)) and (∀j ≤ k; PN∗(N
∗, j) = 1). (16)

A list of the column transition values is given as follows, where the indices are given as N∗ ≤ i ≤ N , i ≤ i′,
(i, j) is not a boundary state given in (16), and j < max(k(N −N∗), N∗), i.e. j is to the left of the repeating
column:

Pi(i, j) =
min(i, j)µ+ f(i, j, k)γPi′(i+ 1, j)

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
, (17)

Pi′(i, j) =
f(i, j, k)γPi′(i+ 1, j) + λ

∑N
m=i+1 Pi′(m, j)Pm(i, j + 1)

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
, (18)

Ti,j =
1 + f(i, j, k)γTi+1,j + λ(Ti,j+1 +

∑N
m=i+1 Tm,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
, (19)

Hi,j =
i+ f(i, j, k)γHi+1,j + λ(Hi,j+1 +

∑N
m=i+1Hm,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
, (20)

Ei,j =
max(0, i− j)ridle + f(i, j, k)rsetup + f(i, j, k)γEi+1,j + λ(Ei,j+1 +

∑N
m=i+1Em,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
,

(21)

where, as a reminder, f(N∗ + i′, j, k) = {min(bj/kc, N −N∗)− i′}+.

6 Staggered Threshold

Here we introduce a third policy which incorporates aspects from the policies defined in Sections 4 and 5. This
is done with the goal of combining favourable aspects of both previously described policies, while eliminating
some potentially problematic ones. That is, the policy described here will not have the unappealing imple-
mentation of Bulk Setup, but will have more direct control over how many servers are kept operational. For
this policy, the number of servers currently in setup in state (i, j) equals f(N∗+i′, j) = {b{j−N∗}+/kc−i′}+,
where i = N∗ + i′, and k is the threshold decision variable. In other words, if there are nk more jobs in the
system than there are servers which are always kept on, then the (n+N∗)th server will be in setup, if not
already turned on. On the other hand, the criteria to turn a server off is simply to turn a server off when
it becomes idle. For the sake of completeness we proceed with the same pattern of analysis as we did in
Sections 4 and 5. In fact, due to the abstract definition of f(·), the analysis is identical to that in Section 5.
Therefore, if the reader is comfortable with these derivations, they could skip ahead to Section 6.4 without
loss of clarity.
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6.1 Boundary Probabilities

As usual, we firstly define all of the boundary transition states which are known to equal one. Since an idle
server will instantly turn off, it is known that Pi(i+ 1, i+ 1) = 1. Furthermore, although covered in future
derivations in this section, it is also trivially known that Pi(i, i+1) = 1. Again this follows from the fact that
an idle server must always be switched off immediately, assuming it is not part of the static server group.

6.2 Row Probabilities

Using our pattern of analysis, we start building our recursion from the base case, looking at the probability
of being in row N∗ after moving one column left of state (N∗, j).

PN∗(N
∗, j) =

min(N∗, j)µ

λ+ min(N∗, j)µ+ f(N∗, j, k)γ
+

λPN∗(N
∗, j)PN∗(N

∗, j + 1)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

+
f(N∗, j, k)γ

λ+ min(N∗, j)µ+ f(N∗, j, k)γ
PN∗(N

∗ + 1, j)

⇒ PN∗(N
∗, j)

(
1− λPN∗(N

∗, j + 1)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

)
=

min(N∗, j)µ

λ+ min(N∗, j)µ+ f(N∗, j, k)γ
+

f(N∗, j, k)γ

λ+ min(N∗, j)µ+ f(N∗, j, k)γ
PN∗(N

∗ + 1, j)

⇒ PN∗(N
∗, j) =

min(N∗, j)µ+ f(N∗, j, k)γPN∗(N
∗ + 1, j)

min(N∗, j)µ+ f(N∗, j, k)γ + λ(1− PN∗(N∗, j + 1))

We continue by deriving PN∗+1(N∗, j),

PN∗+1(N∗, j) =
f(N∗, j, k)γPN∗+1(N∗ + 1, j)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

+
λ(PN∗+1(N∗, j)PN∗(N

∗, j + 1) + PN∗+1(N∗ + 1, j)PN∗+1(N∗, j + 1))

λ+ min(N∗, j)µ+ f(N∗, j, k)γ
,

⇒ PN∗+1(N∗, j)

(
1− λPN∗(N

∗, j + 1)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

)
=

f(N∗, j, k)γPN∗+1(N∗ + 1, j)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

+
λPN∗+1(N∗ + 1, j)PN∗+1(N∗, j + 1)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

⇒ PN∗+1(N∗, j) =
f(N∗, j, k)γPN∗+1(N∗ + 1, j) + λPN∗(N

∗, j + 1)

min(N∗, j)µ+ f(N∗, j, k)γ + λ(1− PN∗(N∗, j + 1))
.

With the transition probabilities to the first two rows solved explicitly, we proceed to the general cases.
Firstly, when i′ = i,

Pi(i, j) =
min(i, j)µ

λ+ min(i, j)µ+ f(i, j, k)γ
+

f(i, j, k)γPi′(i+ 1, j)

λ+ min(i, j)µ+ f(i, j, k)γ
+

λPi′(i, j)Pi(i, j + 1)

λ+ min(i, j)µ+ f(N∗, j, k)γ

⇒ Pi(i, j)

(
1− λPi(i, j + 1)

λ+ min(N∗, j)µ+ f(N∗, j, k)γ

)
=

min(i, j)µ+ f(i, j, k)γPi′(i+ 1, j)

λ+ min(i, j)µ+ f(i, j, k)γ

⇒ Pi(i, j) =
min(i, j)µ+ f(i, j, k)γPi′(i+ 1, j)

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
.
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Now, with i′ 6= i,

Pi′(i, j) =
f(i, j, k)γPi′(i+ 1, j)

λ+ min(i, j)µ+ f(i, j, k)γ
+
λ
∑N

m=i Pi′(m, j)Pm(i, j + 1)

λ+ min(i, j)µ+ f(N∗, j, k)γ

⇒ Pi′(i, j)

(
1− λPi(i, j + 1)

λ+ min(i, j)µ+ f(N∗, j, k)γ

)
=
f(i, j, k)γPi′(i+ 1, j) + λ

∑N
m=i+1 Pi′(m, j)Pm(i, j + 1)

λ+ min(i, j)µ+ f(i, j, k)γ

⇒ Pi′(i, j) =
f(i, j, k)γPi′(i+ 1, j) + λ

∑N
m=i+1 Pi′(m, j)Pm(i, j + 1)

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
.

6.3 Transition Costs

With the probabilities solved, we can proceed with the transition values for the time, holding, and energy
consumption values.

Ti,j =
1

λ+ min(i, j)µ+ f(i, j, k)γ
+

f(i, j, k)γ

λ+ min(i, j)µ+ f(i, j, k)γ
Ti+1,j

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Ti,j+1 +

N∑
m=i

Tm,jPm(i, j + 1)

)

⇒ Ti,j

(
1− λPi(i, j + 1)

λ+ min(i, j)µ+ f(i, j, k)γ

)
=

1

λ+ min(i, j)µ+ f(i, j, k)γ
+

f(i, j, k)γ

λ+ min(i, j)µ+ f(i, j, k)γ
Ti+1,j

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Ti,j+1 +

N∑
m=i+1

Tm,jPm(i, j + 1)

)

⇒ Ti,j =
1 + f(i, j, k)γTi+1,j + λ(Hi,j+1 +

∑N
m=i+1 Tm,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))

Hi,j =
i

λ+ min(i, j)µ+ f(i, j, k)γ
+

f(i, j, k)γ

λ+ min(i, j)µ+ f(i, j, k)γ
Hi+1,j

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Hi,j+1 +

N∑
m=i

Hm,jPm(i, j + 1)

)

⇒ Hi,j

(
1− λPi(i, j + 1)

λ+ min(i, j)µ+ f(i, j, k)γ

)
=

i+ f(i, j, k)γHi+1,j

λ+ min(i, j)µ+ f(i, j, k)γ

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Hi,j+1 +

N∑
m=i+1

Hm,jPm(i, j + 1)

)

⇒ Hi,j =
i+ f(i, j, k)γHi+1,j + λ(Hi,j+1 +

∑N
m=i+1Hm,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
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Although the only portion of the chain where idle servers are present is the N∗th row, this can be accounted
for in a single expression as follows.

Ei,j =
max(0, i− j)ridle + f(i, j, k)rsetup

λ+ min(i, j)µ+ f(i, j, k)γ
+

f(i, j, k)γ

λ+ min(i, j)µ+ f(i, j, k)γ
Ei+1,j

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Ei,j+1 +

N∑
m=i

Em,jPm(i, j + 1)

)

⇒ Ei,j

(
1− λPi(i, j + 1)

λ+ min(i, j)µ+ f(i, j, k)γ

)
=

max(0, i− j)ridle + f(i, j, k)rsetup + f(i, j, k)γEi+1,j

λ+ min(i, j)µ+ f(i, j, k)γ

+
λ

λ+ min(i, j)µ+ f(i, j, k)γ

(
Ei,j+1 +

N∑
m=i+1

Em,jPm(i, j + 1)

)

⇒ Ei,j =
max(0, i− j)ridle + f(i, j, k)rsetup + f(i, j, k)γEi+1,j + λ(Ei,j+1 +

∑N
m=i+1Em,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))

6.4 Summary

In summary, the equations required to implement the RRR method for this policy are as follows. Firstly,
set the boundary column transitions (when a server turns off).

Pi(i+ 1, i+ 1) = 1, Pi(i, i+ 1) = 1 (22)

A list of the column transition values are given as follows, where the indices are given as N∗ ≤ i ≤ N , i ≤ i′,
(i, j) is not a boundary state given in (22), and j < max(k(N −N∗) +N∗, N∗), i.e. j is left of the repeating
column:

Pi(i, j) =
min(i, j)µ+ f(i, j, k)γPi′(i+ 1, j)

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
, (23)

Pi′(i, j) =
f(i, j, k)γPi′(i+ 1, j) + λ

∑N
m=i+1 Pi′(m, j)Pm(i, j + 1)

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
, (24)

Ti,j =
1 + f(i, j, k)γTi+1,j + λ(Ti,j+1 +

∑N
m=i+1 Tm,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
, (25)

Hi,j =
i+ f(i, j, k)γHi+1,j + λ(Hi,j+1 +

∑N
m=i+1Hm,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
, (26)

Ei,j =
max(0, i− j)ridle + f(i, j, k)rsetup + f(i, j, k)γEi+1,j + λ(Ei,j+1 +

∑N
m=i+1Em,jPm(i, j + 1))

min(i, j)µ+ f(i, j, k)γ + λ(1− Pi(i, j + 1))
,

(27)

where, as a reminder, f(N∗ + i′, j) = {b{j −N∗}+/kc − i′}+.

7 Derivation of E[N ] and E[E]

To arrive at the final metrics of interest (the expected response times and rate of energy consumption) the
recursions presented in Sections 3 and 4 must first be solved. Here we provide an explicit step by step
description of how to do so.
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1. Solve all repeated and boundary probability values. First, use equations (1) and (2). Note that (1) is
a quadratic, therefore choose the root which is a valid probability, i.e. is between 0 and 1. Secondly,
depending on the policy which is being analysed, use either (6), (16), or (22) to determine the boundary
values for each row. Furthermore, for the top row, set all values of PN (N, j) for j between the boundary
and repeating columns to 1. Once this step is complete, all remaining unsolved transition probability
values will lie between the repeated and boundary columns of their corresponding rows.

2. Solve the remaining transition probabilities Pi′(i, j). This is done by noting that Pi′(i, j) does not
depend on Pi′(n,m) if i > n or if m < j. To do this, start with the highest unsolved values of i and j
and corresponding lowest feasible value of i′. For most decision variable choices, this is i = i′ = N − 1
and j corresponding to one column left of the repeating portion of the chain. Then use either (7) and
(11), (17), or (23) and (24) to solve the value. Repeat this process by decreasing j and moving left
along the row. Do this for all i′ such that i ≤ i′ ≤ N . This will fully solve all probability transition
values for row i. To find all probability values of interest repeat the above process for each row in a
decreasing manner. After this step is complete, all transition probabilities will be explicitly determined.

3. Solve for the transition time values. Firstly, use (3) to get the repeating time values. Then solve for
all non-repeating Ti,j values. To do this, again we exploit that Ti,j does not depend on Tn,m if n < i
or if m < j. Therefore, start by setting i and j to the highest unknown values and work down the row
by firstly decreasing j, and then i while using the corresponding equations (8) and (12), (19), or (25).

4. Now all that remains is to solve for the holding cost values, and the energy consumption values, i.e.
Hi,j and Ei,j . The values for i and j are iterated through in the exact manner of the previous step,
with the exception that the equations employed are now (9), (10), (13), (14), (20), (21), (26), and (27).
Once this step is complete all of the recursions have been solved for.

With the recursion complete, one can now solve for the system metrics E[N ] and E[E]. To arrive at the
expected number of jobs in the system, it is enough to know the expected incurred holding cost over a single
renewal cycle (denoted by H), and the expected time to complete that same renewal cycle (denoted by T ).
That is, from the renewal reward theorem,

E[N ] =
H
T
.

Furthermore, it is noted that H and T are easily derived from the transition costs determined above. By
letting (N∗, 0) be our cycle reference state, we can determine the total holding cost over a single cycle by
determining the holding cost incurred before transitioning to state (N∗, 1), and then the total holding cost
incurred before returning to state (N∗, 0) from (N∗, 1). However, the latter value is HN∗,1 by definition,
and the holding cost incurred in state (N∗, 0) before moving to state (N∗, 1) equals 0 as there are no jobs
present in the system. Therefore,

H = HN∗,0.

The above argument can also be applied to determine T . That is, the expected time to transition to state
(N∗, 1) from state (N∗, 0) is 1/λ, plus the expected time to transition back to state (N∗, 0) from state
(N∗, 1). Therefore,

T =
1

λ
+ TN∗,1.

Similarly, the expected rate of energy consumption of the system can also be determined. Letting E denote
the expected amount of energy used over one cycle,

E[E] =
E
T

where E =
N∗

λ
ridle + EN∗,1.

Leveraging our transition costs as such, allows us to perform exact analysis on the expected response time,
and expected energy consumption rate of the system. In turn, this allows one to inspect the trade off between
performance and energy efficiency.
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8 Numerical Results and Observations

The numerical experiments are organized as follows. Each of the three policies (bulk setup, dual threshold,
and staggered threshold) are evaluated under the same set of parameter configurations. The total number
of servers (N) equals one of 20, 50, or 100. The setup rate (γ) equals one of 0.1, 0.01, or 0.001. The arrival
rate (λ) is fixed to equal N/2, and the processing rate (µ) is fixed at 1. Therefore, for the set of static
servers to be stable on their own (without extra servers needing to turn on), it must hold that N∗ > N/2.
For experiments regarding the expected energy consumption rate, it is assumed that while idle a server
accumulates cost at rate 0.7 and while in setup it accumulates cost at rate 1. This choice is influenced by the
work presented in [2]. This range of parameters gives nine configurations for each of the policies. For each
of these configurations we evaluate E[R] and E[E] with decision variables k = 1, 3, 5, 7, 10, 15, 20, 25, 30 and
all valid values of N∗, i.e. N∗ = 0, .., N . The experiments yield exact results and were done using standard
Matlab libraries. While the Matlab code was not written with public use in mind, all source code needed to
run these experiments can be found at [1].

8.1 Bulk Setup

We firstly inspect the behaviour of E[R] under the bulk setup policy. This behaviour can be seen in Figures 2,
4, and 6. As expected, E[R] is monotonically decreasing in N∗. However, E[R] has a more interesting
relationship with regards to the choice of k. One would perhaps expect that the lower the value of k the
lower the expected response time would be. This is a reasonable thought since a lower value of k means a
more proactive system, where servers are more inclined to turn on if there are jobs waiting. However, this is
not always the case. Figure 6-(c) is a good example of this. Here for some lower values of N∗ the expected
response time for k = 1 is actually the largest among all curves shown. While at first perplexing, there is
an intuitive explanation. While it is true that for a larger value of k the first few jobs to arrive and wait in
the queue will have a longer response time, this is overcome by the fact that when the server turns on, there
are now more jobs to process. Because there are more jobs to process, it will take longer for the server to
become idle. Due to there being a larger window for a job to arrive when the server is already on, a larger
value of k can actually result in a lower expected response time.

Observation 1. There exists system configurations where increasing the value of k decreases E[R].

Looking at the curves with larger values of k, i.e. the graphs on the right hand side of Figures 2, 4, and 6,
shows another interesting behaviour. It seems that when k is sufficiently large, the expected response time
decreases linearly with N∗ until a point where it begins to converge to 1/µ. The point at which this changes
in relation to N∗ happens around N/2, but seems to vary slightly based on N . For example in Figure 2-(e)
the relation seems to change further to the right of N/2, or in this case 10, at about the N∗ = 12 region.
The reason for E[R] converging to 1/µ is clear. As the number of servers which are always on increases,
the probability that the job has to wait in queue decreases, and its response time becomes its service time
(expected to be 1/µ). On the other hand, if N∗ is lower, the probability of a job having to wait in the queue
increases. While it is not entirely clear why this increase in expected response time is linear, the following
is noted. When a job arrives to the system and has to wait in queue, it can be served by one of two ways.
Firstly, a fresh server can turn on and begin to process it. Secondly, a server which is currently processing a
job can complete and begin to process the job which is waiting. Due to the bulk setup nature, the expected
amount of time to turn on a single server increases with N∗. However, the expected time for a server to
become available decreases with N∗. These two conflicting effects may counteract each other to produce a
linear decrease in the expected response time of the system, in relation to N∗.

Observation 2. For a large enough k, E[R] and E[E] can be described by two linear components. However,
the value of k required to invoke this behaviour in the E[R] curve is less than the corresponding value of k
for the E[E] curve.

Focusing on the behaviour of the energy consumed by the system in Figures 3, 5, and 7 also leads to some
interesting cases. It should be noted that these figures show the expected excess energy consumption rate.
Because jobs must always be processed eventually, the policy has no impact on how much energy is spent
processing jobs. What the policy does have impact on, is the amount of energy spent idling and setting up
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servers. These figures show the sum of those two separate effects. For ease of exposition, we will refer to
the expected excess energy rate, simply as the energy rate. Unlike the expected response time, the expected
energy rate is not monotonically decreasing (or increasing) in N∗. This leads to local maxima and minima
within the curve. Firstly, it is noted that around ρ = λ/µ = N/2 there is a local maximum. Our conjectured
reason for this is the system is in a lose-lose scenario. That is, it is in a configuration where servers are
regularly idling, while at the same time the system has a relatively high chance of being in a state where
there are servers in setup. This is in contrast to the curve around ρ+

√
ρ, where there is a local minimum,

or in the case where γ is small, a global minimum. Here the system finds itself in a win-win configuration.
That is, the chance of a job arriving to the system where there is not a server idling is low (consistent with
the square root staffing rule [8]), and therefore the chance of servers being in setup is also low. While on the
other hand, servers which always remain on have a reasonable chance of being utilized, keeping the idling
costs low. These two observations together make N∗ = ρ +

√
ρ an appealing choice, especially for systems

with longer expected setup times.

Observation 3. For lower values of γ, E[E] has a local maximum around N∗ = ρ.

Looking back at the expected response time, the observation of N∗ = N/2 +
√
N/2 being a good choice

for the expected energy also holds from the performance stand point. The previous point that a job will
rarely wait implies that the expected response time is close to its lower bound of 1/µ. This can be seen in
Figures 2, 4, and 6. Furthermore, while the expected energy rate is sensitive to some configurations around
N∗ = N/2 +

√
N/2, it is less sensitive to the right. Or in other words, around N∗ = N/2 +

√
N/2, E[E]

increases at a lower rate when N∗ increases, than if N∗ were to decrease. This is also good news from a
performance stand point, as E[E] is monotonically decreasing in N∗. Therefore, if one wished to err on the
side of caution they could set their choice of N∗ to the right of the minimum value without being punished
too harshly.

Observation 4. For low values of γ (large expected setup times), the minimum values of N∗ for E[E] and
E[R] are approximately equal.
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(c) N = 100, λ = 50, µ = 1, γ = 0.1 (d) N = 100, λ = 50, µ = 1, γ = 0.1, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.1 (f) N = 50, λ = 25, µ = 1, γ = 0.1, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.1 (h) N = 20, λ = 10, µ = 1, γ = 0.1, with larger k

Figure 2: Expected response time vs N∗ for γ = 0.1

24



(c) N = 100, λ = 50, µ = 1, γ = 0.1 (d) N = 100, λ = 50, µ = 1, γ = 0.1, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.1 (f) N = 50, λ = 25, µ = 1, γ = 0.1, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.1 (h) N = 20, λ = 10, µ = 1, γ = 0.1, with larger k

Figure 3: Expected energy consumption rate vs N∗ for γ = 0.1
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(c) N = 100, λ = 50, µ = 1, γ = 0.01 (d) N = 100, λ = 50, µ = 1, γ = 0.01, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.01 (f) N = 50, λ = 25, µ = 1, γ = 0.01, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.01 (h) N = 20, λ = 10, µ = 1, γ = 0.01, with larger k

Figure 4: Expected response time vs N∗ for γ = 0.01
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(c) N = 100, λ = 50, µ = 1, γ = 0.01 (d) N = 100, λ = 50, µ = 1, γ = 0.01, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.01 (f) N = 50, λ = 25, µ = 1, γ = 0.01, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.01 (h) N = 20, λ = 10, µ = 1, γ = 0.01, with larger k

Figure 5: Expected energy consumption rate vs N∗ for γ = 0.01
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(c) N = 100, λ = 50, µ = 1, γ = 0.001 (d) N = 100, λ = 50, µ = 1, γ = 0.001, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.001 (f) N = 50, λ = 25, µ = 1, γ = 0.001, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.001 (h) N = 20, λ = 10, µ = 1, γ = 0.001, with larger k

Figure 6: Expected response time vs N∗ for γ = 0.001
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(c) N = 100, λ = 50, µ = 1, γ = 0.001 (d) N = 100, λ = 50, µ = 1, γ = 0.001, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.001 (f) N = 50, λ = 25, µ = 1, γ = 0.001, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.001 (h) N = 20, λ = 10, µ = 1, γ = 0.001, with larger k

Figure 7: Expected energy consumption rate vs N∗ for γ = 0.001

29



8.2 Dual Threshold

Examining the dual thresholdpolicy leads to some interesting differences and similarities to the bulk setup
policy. Firstly, the overall shape of the expected response time curves, i.e. the shape of the curves in Figures 8,
10, and 12, is similar to the corresponding curves for the bulk setup policy. This is due to the nature of
these systems already having substantial constraints on how these curves must behave. Specifically there are
two major criteria. Firstly, the expected response time must be monotonically decreasing in N∗. Secondly,
the expected response time must converge to 1/µ. Within these constraints there is not a lot of interesting
behaviour which can occur. It is true that between the two policies there exists differences. For example, the
response curves “bulge” due to the choice of k in Figure 10 while they remain closer to linear in Figure 4.

Observation 5. The expected energy cost of the system is more sensitive to the choice of policy than the
expected response time.

Inspecting the energy curve tells a different story, i.e. Figures 9, 11, and 13 seem to be wildly different
to that of the bulk setup curves. This is due to the quick to respond nature of the dual thresholdpolicy.
Consider the case where N∗ = 60 and k = 1. In the bulk setup policy it is true that no servers would be in
setup if there are sixty or less jobs in the system, and that forty servers would be in setup or on if there were
sixty-one or more jobs in the system. Examining how the dual thresholdoperates in this case tells a different
story, for the same parameters, if there were forty or more jobs in the system, then the remaining forty
servers will either be in setup or idle. This leads to a substantial difference in the expected energy cost as
well as how one would choose the decision variables. Specifically, it would seem that the dual thresholdover
provisions the system with servers which have a very low probability of being turned off. For example, take
Figure 11-(c), for the curve of k = 1 it can be seen that the minimum is around N∗ = 20. The minimum
of these energy curves is a sweet spot where not too many servers are turning on, nor are they idling often.
However, with these parameters it is clear that if the system only keeps twenty servers on, it will be unstable.
Therefore, if there are only twenty static servers, there should be a significant amount of setups and in turn
a significant amount of energy costs. But this is not what we see. This is because a certain number of the
dynamic servers are behaving as static servers, i.e. a certain number of the remaining eighty servers which
can be switched on or off are remaining on virtually all of the time. This should not be too surprising if one
understand the nature of the policy. In this example, the twenty-first server will begin setup when there is at
least one job in the system, and only turn off when the system is empty. However, the probability that the
system is empty is extremely low, which will cause a server which is technically dynamic to behave instead
as a static server.

Observation 6. For the dual thresholdpolicy, a certain number of dynamic servers will behave as static
servers. Furthermore, the lower the value of k, the larger this set of servers will be.

This observation can be further seen in the upper range of N∗ in Figure 11-(c) for k = 1. One may
expect (as was seen in other figures) the expected energy cost to increase linearly for higher values of N∗.
This is due to noting that for higher N∗ values these servers will be highly under utilized, and therefore each
server will add its idling cost to the overall energy cost. However, for N∗ > 75 the expected energy cost
is almost flat. This is again due to the fact that these servers which are now explicitly added to the set of
static servers, were in a sense implicitly already there.

While the observation that the set of static servers is actually larger than N∗ for all intents and purposes
is an interesting one, it may be unappealing from an implementation standpoint. That is, it is harder to
predict or determine how the system will actually behave. The decision variable N∗ does not describe what it
is meant to. Therefore, while the bulk setup policy has an unappealing setup criteria for implementation, it
also has a more predictable behaviour with regards to the decision variables. This is the reason for the third
policy we have analysed in this work - the staggered thresholdpolicy attempts to incorporate the positive
aspects of bulk setup and dual threshold.
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(c) N = 100, λ = 50, µ = 1, γ = 0.1 (d) N = 100, λ = 50, µ = 1, γ = 0.1, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.1 (f) N = 50, λ = 25, µ = 1, γ = 0.1, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.1 (h) N = 20, λ = 10, µ = 1, γ = 0.1, with larger k

Figure 8: Expected response time vs N∗ for γ = 0.1
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(c) N = 100, λ = 50, µ = 1, γ = 0.1 (d) N = 100, λ = 50, µ = 1, γ = 0.1, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.1 (f) N = 50, λ = 25, µ = 1, γ = 0.1, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.1 (h) N = 20, λ = 10, µ = 1, γ = 0.1, with larger k

Figure 9: Expected energy consumption rate vs N∗ for γ = 0.1
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(c) N = 100, λ = 50, µ = 1, γ = 0.01 (d) N = 100, λ = 50, µ = 1, γ = 0.01, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.01 (f) N = 50, λ = 25, µ = 1, γ = 0.01, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.01 (h) N = 20, λ = 10, µ = 1, γ = 0.01, with larger k

Figure 10: Expected response time vs N∗ for γ = 0.01
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(c) N = 100, λ = 50, µ = 1, γ = 0.01 (d) N = 100, λ = 50, µ = 1, γ = 0.01, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.01 (f) N = 50, λ = 25, µ = 1, γ = 0.01, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.01 (h) N = 20, λ = 10, µ = 1, γ = 0.01, with larger k

Figure 11: Expected energy consumption rate vs N∗ for γ = 0.01
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(c) N = 100, λ = 50, µ = 1, γ = 0.001 (d) N = 100, λ = 50, µ = 1, γ = 0.001, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.001 (f) N = 50, λ = 25, µ = 1, γ = 0.001, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.001 (h) N = 20, λ = 10, µ = 1, γ = 0.001, with larger k

Figure 12: Expected response time vs N∗ for γ = 0.001
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(c) N = 100, λ = 50, µ = 1, γ = 0.001 (d) N = 100, λ = 50, µ = 1, γ = 0.001, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.001 (f) N = 50, λ = 25, µ = 1, γ = 0.001, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.001 (h) N = 20, λ = 10, µ = 1, γ = 0.001, with larger k

Figure 13: Expected energy consumption rate vs N∗ for γ = 0.001
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8.3 Staggered Threshold

We complete our numerical results with the staggered threshold policy. As discussed in Section 6, this
policy aims to capture the predictability and stability of the bulk setup policy, while having a much more
appealing implementation. The first thing of note is that in general these graphs look similar to those seen
in Section 8.1. While it is true that both policies turn servers off when they idle, it should be obvious that
the staggered nature of turning servers on makes the system slower to adapt to waiting jobs or bursts of
traffic. However, the majority of the observations made on the bulk setup policy hold here. One notable
difference between these policies is that the response time does not decrease as close to linearly here as it
did in the bulk setup results. Figure 16 is a good example of this, in contrast to Figure 4.

Observation 7. The overall shape of the E[R] and E[E] curves with respect to the decision variables is
relatively insensitive to using the bulk setup or staggered thresholdpolicies.

Arguably the most important similarity to that of the bulk setup policy is the presence of the aforemen-
tioned “sweet spot” in the energy curves. That is, the expected rate of energy consumption often has a
minimum relatively close to ρ+

√
ρ, where ρ = λ/µ, for many of the energy curves. It should be noted that

for some of the energy curves for large values of k, such as Figure 15-(d), while the minimum is actually
at N∗, the value at ρ +

√
ρ is still only a slight increase in value of the minimum. Therefore, for all the

experiments we ran, it holds that ρ+
√
ρ is a reasonable choice for N∗ with regards to energy costs. However,

by inspection it is clear to see this is also a good choice for N∗ from a performance standpoint, this will be
shown later in this section. Moreover, inspecting the choice of k for this value of N∗ leads to an interesting
implication.

Observation 8. The expected energy costs for the bulk setup and staggered thresholdpolicies are decreasing
in k.

Reviewing Figures 15, 17, and 19 one will note that for all fixed values of N∗ the expected energy cost
is decreasing in k. That is, the longer the system is willing to wait before turning servers on, the lower the
energy costs will be. This is an intuitive result, but perhaps not obvious. Consider the following fallacious
argument. If k is large, the system could be put in a case where there are a lot of excess jobs in the system by
the time the next server turns on, which will cause a greater number of servers to be turned on in the short
run. Due to this large number of servers now on, the system will quickly clear out all the current jobs. Jobs
departing from the system due to dynamic servers being turned on, will now cause static servers to become
idle where they otherwise may have been busy, thus incurring a higher expected energy cost. However, from
our numerical results we can see that this is not the case (at least for the parameters we examined). The
reason the energy costs are lower for higher values of k is that dynamic servers are less likely to “thrash”.
For example, if a server begins its setup when there is one job waiting (k = 1), it will incur an initial setup
cost in the short run it may otherwise not for a larger value of k, but it may also quickly clear the job out,
switch off, and then find itself in same situation of one job waiting to be served in the near future. This
causes multiple setup cycles to occur to deal with a set of jobs which a higher value of k may deal with using
only a single setup or potentially without any setups at all. Due to a lower number of server setups for a
higher value of k, the expected energy cost is strictly lower. Therefore, if energy costs are the only concern,
one should take the highest possible value of k. But a higher value of k could have a (potentially disastrous)
negative impact on performance. However, leveraging the previous observation for a reasonable choice for
N∗, i.e. N∗ = ρ +

√
ρ, this may not be the case. Viewing Figures 14, 16, and 18 one notes that around

N∗ = ρ+
√
ρ the expected response time is quite insensitive to the choice of k. Therefore, the largest possible

value of k should be chosen. Since there is no restriction of the ceiling of k, one should let k → ∞. But if
that is the case, the system degenerates to the well known M/M/N∗ queueing system where N∗ = ρ+

√
ρ.

Observation 9. For all parameter configurations examined here, for both the expected response time and
expected energy costs, the degenerate solution of using an M/M/N∗ queue is near-optimal for some N∗

around ρ+
√
ρ.

While perhaps at first this is a disappointing result, since it implies energy costs cannot be saved, it
gives an elegant and simple solution to what appears to be a complex problem on the surface. We argue
that for linear cost functions the bulk setup policy is a reasonable approximation of the optimal policy, see
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[11]. However, the bulk setup turn on criteria hinges on interruptible setups and exponentially distributed
setup times. We therefore in turn analyse the staggered thresholdpolicy. We find that an M/M/N∗ queue
is close to optimal for both of these policies. Thus, we argue that an M/M/N∗ is close to optimal across all
potential policies for some N∗. Again, this gives rise to a simple solution which is easy to implement.

(c) N = 100, λ = 50, µ = 1, γ = 0.1 (d) N = 100, λ = 50, µ = 1, γ = 0.1, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.1 (f) N = 50, λ = 25, µ = 1, γ = 0.1, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.1 (h) N = 20, λ = 10, µ = 1, γ = 0.1, with larger k

Figure 14: Expected response time vs N∗ for γ = 0.1
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(c) N = 100, λ = 50, µ = 1, γ = 0.1 (d) N = 100, λ = 50, µ = 1, γ = 0.1, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.1 (f) N = 50, λ = 25, µ = 1, γ = 0.1, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.1 (h) N = 20, λ = 10, µ = 1, γ = 0.1, with larger k

Figure 15: Expected energy consumption rate vs N∗ for γ = 0.1
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(c) N = 100, λ = 50, µ = 1, γ = 0.01 (d) N = 100, λ = 50, µ = 1, γ = 0.01, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.01 (f) N = 50, λ = 25, µ = 1, γ = 0.01, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.01 (h) N = 20, λ = 10, µ = 1, γ = 0.01, with larger k

Figure 16: Expected response time vs N∗ for γ = 0.01
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(c) N = 100, λ = 50, µ = 1, γ = 0.01 (d) N = 100, λ = 50, µ = 1, γ = 0.01, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.01 (f) N = 50, λ = 25, µ = 1, γ = 0.01, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.01 (h) N = 20, λ = 10, µ = 1, γ = 0.01, with larger k

Figure 17: Expected energy consumption rate vs N∗ for γ = 0.01
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(c) N = 100, λ = 50, µ = 1, γ = 0.001 (d) N = 100, λ = 50, µ = 1, γ = 0.001, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.001 (f) N = 50, λ = 25, µ = 1, γ = 0.001, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.001 (h) N = 20, λ = 10, µ = 1, γ = 0.001, with larger k

Figure 18: Expected response time vs N∗ for γ = 0.001
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(c) N = 100, λ = 50, µ = 1, γ = 0.001 (d) N = 100, λ = 50, µ = 1, γ = 0.001, with larger k

(e) N = 50, λ = 25, µ = 1, γ = 0.001 (f) N = 50, λ = 25, µ = 1, γ = 0.001, with larger k

(g) N = 20, λ = 10, µ = 1, γ = 0.001 (h) N = 20, λ = 10, µ = 1, γ = 0.001, with larger k

Figure 19: Expected energy consumption rate vs N∗ for γ = 0.001
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9 Conclusion

Provisioning server farms and datacenters is an actively studied and open problem in the intersection of green
computing and queueing theory. We presented a well-established model which views these server farms as a
multi-server queueing system with setup times. We studied three specific policies, bulk setup, dual threshold,
and staggered threshold. Using the renewal recursive reward technique, we derived an exact analysis for
each of these policies. That is, we were able to arrive at exact expressions for the expected response time
and expected energy costs for the three aforementioned policies. Using these expressions, we performed an
exhaustive numerical analysis examining how these metrics behave with respect to system parameters, and
underlying decision variables. From this numerical analysis we discover and comment on several interesting
observations which grant insightful implications into how these systems behave. This includes but is not
limited to our argued degenerative solution that M/M/N∗ queue is reasonably close to optimal across all
potential policies for some choice of N∗ around ρ+

√
ρ.

Moving forward with this research there is still much work to be done. Specifically, addressing how these
observations and conclusions hold up under a time varying arrival rate. Furthermore, we plan on analysing
the asymptotic bound of these policies with the hope of showing the bounds of the bulk setup, staggered
threshold, and other are in fact equal.
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